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1 Introduction

Complex programs are often required to solve complex problems.  As the intricacies of the problem increase, so does the developer’s dependency on performance analysis and optimization tools to help identify and address performance bottlenecks and thereby achieve the desired outcome.  Meanwhile, system architectures for high-performance computing (HPC) continue to become increasingly complex in both breadth and depth.  Unfortunately, as HPC architectures and programming models have evolved, potent tools for performance analysis have often not kept pace.  In many cases, such tools have been an afterthought in the view of commercial HPC vendors.  The negligence by vendors in designing, standardizing, and refining such tools has limited support for developers to only a few HPC system architectures or a limited span of programming models.  For example, in recent years MPI has dominated the HPC programming world, and therefore has received the lion’s share of attention on research and development toward performance tools.  Other programming methods and languages, particularly ones for shared-memory parallel computing such as SHMEM and UPC, are becoming increasingly important in the HPC community but are desperately lacking in powerful and versatile performance analysis tools (PAT).
The High-performance Computing and Simulation (HCS) research laboratory at the University of Florida is currently performing research into issues surrounding the design of a suite of tools aimed at UPC and SHMEM performance analysis under contract #H98230-04-C-0487.  This work will result in two major deliverables: a detailed set of requirements for a new performance tool supporting the UPC and SHMEM programming models, and a high-level design that describes how to fulfill those requirements.  This document proposes an additional 18-month phase that will continue the work started in the first phase.  During this proposed second phase, we will produce a working implementation of a performance tool based on the high-level design created during the first phase, and will analyze this tool through usability, functionality, and productivity tests.  In addition, we will perform research that explores how to incorporate advanced modeling and analysis techniques into the tool to enhance the tool’s capabilities and increase its utility.
2 Project Requirements

Table 1 presents each option and task listed in the amended statement of work (SOW #R6.04.0034, Amendment 1, 24 January 2005), along with a reference to the section in this document that describes how we intend to organize its performance.
Table 1 – Summary of SOW Requirements and Tasks

	SOW Requirements
	Described In

	Modify the appropriate tools and develop appropriate new tools to provide an integrated toolset for performing performance analysis and performance debugging of SHMEM and UPC programs on HPC architectures.
	Section 3

Sections 4.1 to 4.4

	Deliver a working prototype of the integrated performance analysis toolset for UPC and SHMEM programs on an HPC architecture of interest to the Government and a portable prototype that can be easily ported to other platforms.
	Section 4.5

	Conduct a usability, functionality, and productivity analysis of the integrated performance analysis toolset for SHMEM and UPC programs.
	Section 4.5

	Develop appropriate documentation and training material for the integrated toolset, including a User’s Manual and a short tutorial.
	Section 5

	Investigate performance prediction theory as a basis for performance bottleneck detection and resolution with the goal of determining feasibility, potential and promising methods for extending performance analysis towards performance optimization within the framework of the new toolset.
	Section 4.7


3 Project Approach

The main goal of the second phase is to produce a functional performance tool that enables UPC and SHMEM programmers to work more productively.  As this goal involves the construction of software, we will adopt the appropriate best practices in software engineering as described by the IEEE’s Software Engineering Body of Knowledge (SWEBOK) document [1].  We have divided our engineering process into five major activities:

· Requirements engineering – In this activity, we will generate a list of requirements that the PAT must fulfill to support performance analysis of UPC and SHMEM programs.  Each requirement will be a verifiable property, and we will use existing literature or our experience gained through the first phase of the project to justify the requirements.  We will separate each requirement into one of two categories: core requirements that are necessary for the complete operation of the PAT, and advanced requirements that are not strictly necessary but will increase the usability and functionality of the tool.  This separation of requirements into two categories is still pending, but examples of possible advanced requirements include supporting multiple executions at once and providing a search feature to identify specific events collected during runtime.  This activity will be completed during the first phase of the project and will not be discussed in the following sections.
· Design specification – During this activity, we will create both a high-level and detailed design for satisfying all the core requirements generated during the requirements engineering activity of the development process.  The high-level design will describe an overall architecture for the PAT, including the software’s main components, how they interact with each other, a description of the workflow associated with the performance tool, and a projected point of entry for each advanced requirement.  The high-level design will be completed during the first phase of the project; therefore, it will not be discussed in the following sections.  The detailed design will build upon the high-level design and include implementation details such as any relevant data structure or algorithm choices, along with specific plans for supporting each of the target platforms.
· Software construction – This activity will be concerned with the actual coding process of each major component described in the system architecture, and will use the detailed design from the design specification activity to guide the implementation of each component.
· Software testing – This activity will be closely tied with the software construction activity and, during this activity, we will test each software component through a unit verification test to ensure that it functions correctly by itself.  We will perform additional integration verification tests to ensure that each component interacts with the other components in the manner described in the design specification.  Additionally, once we finish unit, integration, and internal testing of all core features for the PAT, we will validate our design by performing a usability, functionality, and productivity field test.
· Configuration management – After we finish implementing the core feature set of the PAT, we will release it in a series of public beta trials and obtain feedback from users on how to improve the tool.  This activity will require a methodology for accepting and documenting changes to the PAT requirements and design.  We will give feature suggestions from our sponsor the highest priority, and we will document every added requirement and design change between releases of the PAT.   Through carefully controlled configuration management, we can mitigate the risk of overlooking the core feature set when adding advanced features to the PAT by controlling which features we add and assigning them a lower priority than the existing core features.
We have also split up the PAT into four main components in order to better apply our engineering process to different parts of the performance tool.  These four components are:

· Instrumentation module – This module will take a user’s program and add extra code through a source code or binary object transformation that calls appropriate functions in our measurement module.  The main purposes of this module are to both identify appropriate points to perform monitoring and reduce the manual overhead the user has to perform to use their existing programs with the PAT.  This module will not be directly visible to the PAT user.
· Measurement module – The measurement module will contain the necessary code for recording basic events that happen during a program’s runtime, such as a program accessing a remote memory location in UPC or a call to a SHMEM routine.  This module will not be directly visible to the PAT user.
· Analysis module – This module will take the collection of basic events gathered by the measurement module, and then filter and aggregate them so a set of meaningful events is left.  This module will also analyze each basic event and generate a list of more complex events that give a more accurate indication of a program’s state.  This module will not be directly visible to the PAT user.
· Presentation module – The presentation module is the only module that is directly visible to the PAT user.  It will provide a means for users to instrument their program, and will present data that has been analyzed through the analysis module to the user.  The presentation module will include both a graphical user interface (GUI) and a command-line interface (CLI).
In the remainder of this document, we will refer to the instrumentation, measurement, analysis, and presentation modules as the I, M, A, and P modules, respectively.  We present detailed plans for the design, construction, and testing of these modules in the next section.
Of equal importance to the software engineering process is the approach we will use for researching how to incorporate advanced modeling and analysis capabilities into the PAT.  We describe this approach in Section 4.7.
4 Project Tasks
The second phase of this project, which is the focus of this proposal, will consist of seven major tasks that follow the engineering process defined in Section 3.  The first four tasks relate to the detailed design and implementation of the core requirements of the PAT, and we describe them in Sections 4.1 to 4.4.  We describe the next two tasks, which relate to the validation and configuration management activities, in Sections 4.5 and 4.6.  Finally, we describe the new research task for this second phase in Section 4.7.

One of the fundamental properties the performance tool must exhibit is that it must be portable to a number of platforms supported by existing UPC and SHMEM environments.  While software written with portability in mind can reduce the amount of work needed to port it to other platforms, PAT developers face unique challenges in porting performance tools, especially when the tool must work with proprietary hardware.  To mitigate the risks inherent to supporting systems that require black-box testing, we have opted for a pipelined development process in which the I and M modules are first written for two open platforms, and then are ported to two proprietary platforms.  We have chosen Intel-compatiable Linux clusters with an InfiniBand interconnect coupled with Berkeley UPC and GPSHMEM (two open-source implementations) for our open platforms, and HP UPC on an AlphaServer with Tru64 UNIX and Cray SHMEM on a Cray XD1 for our proprietary platforms.
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Figure 1 – Pipelined I, M, A, and P development
An outline of the pipelined process for creating each of the I, M, A, and P modules is shown in Figure 1.  During the first three months of the second phase, the I module will be constructed for Berkeley UPC and GPSHMEM on an Intel-compatible Linux cluster.  We have chosen to work with the open platforms first because we have compiled detailed information on these platforms during the first phase of this project, and this information will aid the development process of the initial I module.  In addition, Berkeley UPC and GPSHMEM are both open-source, and this will reduce implementation barriers for these tools because we will be able to examine their source code when necessary.  Once the I module is completed, the M module will be constructed and integrated with the I module for the Linux cluster for both UPC and SHMEM, and the existing I module will be ported to the two proprietary platforms.  This process continues as illustrated in the diagram.  Of the four modules in the PAT, the I and M modules are the most sensitive to platform-specific issues and the A and P modules are the least sensitive.  Therefore, we have allocated less time for porting the A and P stages than for porting the I and M stages.  However, due to the significance of the user interface (P module specification), we have left significant room in our development timeline to account for obtaining feedback from our sponsor and then refining and implementing the updated design.  We present a more complete development timeline in Section 5.
4.1 Develop Detailed Design

Subtasks:
· Develop detailed designs for the I, M, and A modules.
· Design and evaluate high-level user interface (P module).
· Develop standard set of test cases.
The objective of this task is to take the high-level design produced at the end of the first phase of the project and develop a detailed design for the PAT.  While some engineering processes suggest that this activity should be performed in parallel with the construction activity defined in Section 3, we wish to consider this task separately at the beginning of the second phase to minimize the risk of working with proprietary systems.  When creating the detailed design, we will surface as many implementation issues as possible so that we can plan for tasks that will be harder to complete.  In addition, we will define the input and output interfaces of each module, and choose appropriate algorithms and data structures for each core requirement of the I, M, A, and P modules.  We will concentrate on minimizing the overall complexity of the detailed design in order to avoid over-engineering a solution that will cause maintenance problems in later tasks of the project.
Whenever possible, we will plan to use existing libraries or code from existing open-source performance tools to reduce development effort, such as the PAPI hardware counter library and the EPILOG trace library.  However, since no existing performance tools provide good support for UPC or SHMEM programs, the amount of code that we will be able to use will not be significant.  In addition, we wish to use a “cleanroom” approach to developing the tool that takes the best features from existing performance tools, and if we rely entirely on existing code we will not be able to combine the best features from existing performance tools.  Therefore, we will carefully weigh the benefits of reduced development time against the loss of flexibility when working with existing code during the detailed design task.

Since a program’s user interface greatly affects its overall usability, we will also use this task to generate user interface mockups to give to end users and obtain feedback and suggestions.  Obtaining feedback early in the development process can be used to quickly drive development decision changes, and will encourage a more flexible development process.
The final subtask of the detailed design task we will perform is creating test cases for controlled internal and external system testing.  We have categorized these test cases as follows:

 One 
· “control” case:  Program exhibits no known performance bottleneck.
· Multiple “minor” cases:  Each program exhibits a single bottleneck  and affects performance of that program by less than 30%.
· Multiple “major” cases:  Each program exhibits a single bottleneck and affects performance by 30% or more.
We will create a major and minor case for each known bottleneck, such as load imbalance or too much synchronization.  

For each test case, we will create both UPC and SHMEM versions, and will use them in a later task (see Section 4.5) to validate the effectiveness of the PAT.

4.2 Construct, Test, and Integrate the I and M Modules
Subtasks:
· Construct and unit test the I module for the open platforms.
· Construct and unit test the M module for the open platforms.
· Integrate the I module with the M module and perform integration testing for the open platforms.
· Construct and unit test the I module for the proprietary platforms.
· Construct and unit test the M module for the proprietary platforms.
· Integrate the I module with the M module and perform integration testing for the proprietary platforms.
The objective of this task is to develop and perform internal testing of the I and M modules.  For this task, we will use the plan specified in the detailed design to construct, test, and integrate the I and M modules.  After the I and M modules have been created for the open platforms, we will make any necessary revisions to the detailed design to account for any encountered problems.
While constructing the I and M modules, we will rely heavily on unit testing to verify the functionality of each module.  We will write unit tests for each functional requirement in advance of constructing the modules to ensure that we satisfy every functional requirement.  Each unit test will be written by someone other than who is writing the code to satisfy the functional requirement, and  each will be a simple pass/fail test so we may easily run tests in an automated fashion.  We will create similar pass/fail tests for integration testing that ensure each module interoperates with the other module in the manner specified in the detailed design.
Since this is a multi-person development project, we will adopt a code revision system such as CVS, which will allow us to work efficiently on different sections of a module at the same time.  To encourage an environment in which we will always have a functional module, we will perform weekly builds of the current version of each module and automatically apply existing unit tests to the weekly build.  In this manner, we will be able to detect code regressions with little effort, and will always be aware of which requirements we still need to satisfy.
In order to avoid major problems arising during integration, we will perform integration testing between the I and M modules in two phases: during the middle of the task and near the end of the task.  Since we are pipelining our development of individual modules, the first integration test will help surface integration issues that may be difficult to fix near the end of the integration phase.  Performing one additional integration test will incur a slight overhead because of incomplete functionality in the unfinished modules, but performing the additional integration will speed successful completion of the integration tests near the end of the task.
We will also keep a design log while constructing the I and M modules that notes any problems encountered while coding the modules, and any necessary deviations taken from the detailed design plan.  This design log will serve as informal source code documentation for the tool, and we will use the log in later deliverables to provide a more accurate and concrete description of the source code.

4.3 Construct, Test, and Integrate the A Module
Subtasks:

· Construct and unit test the A module for the open platforms.
· Integrate the A module with I and M modules and perform integration testing for the open platforms. 
· Construct and unit test the A module for the proprietary platforms.
· Integrate the A module with I and M modules and perform integration testing for the proprietary platforms.
The objective of this task is to develop and perform internal testing of the A module and integrate it with the existing I and M modules.  We will use the general development procedures outlined in Section 4.2 during this task.  Since the A module will be less platform-dependent than the I and M modules, we will adjust the procedures where necessary.
4.4 Construct, Test, and Integrate the P Module
Sub-tasks:

· Construct and unit test the P module for both platforms.
· Integrate the P module with the I, M, and A modules and perform integration testing for both platforms. 
· 
· 
The objective of this task is to develop and perform internal testing of the P module and integrate it with the existing I, M, and A modules.  This task will be simplified by the extra effort we will spend during the design phase of the P module (see Figure 1).  For this task, we will also follow the development procedures outlined in Section 4.2, but like the A module the P module will not be platform-dependent and thus we will adjust the procedures to account for this.
4.5 Conduct Beta Tests and Refine the Tool Design and Implementation

After we complete the first four tasks mentioned above, we will have created a functional PAT that meets the core requirements defined in the high-level and detailed designs.  We will refer to this version of the PAT as Beta-1, as it is the first of three beta versions.  We will examine these beta versions through external tests, where we will consult both the sponsor and the public for usability, functionality, and productivity analyses.   The process we will use is as follows:
· Test of Beta-1 – The focus of the first beta test is to evaluate and enhance the usability and functionality of the PAT.  These tests will include ease of installation, effectiveness of user interface, and acceptance tests, and we will use them to verify that we have satisfied the requirements for the PAT from the user’s perspective.
· Test of Beta-2 – The first purpose of the second beta test is to validate the changes made during the first beta test.  In addition, we will evaluate the productivity of the PAT in a controlled environment by using the test cases developed in the first task of this phase of the project, and we will analyze the results of the productivity tests to enhance the productivity of the PAT.
· Test of Beta-3 – This final beta test is geared towards the evaluation and enhancement of the PAT in a real-world environment.  For this task, end users will apply the PAT to their existing problems and we will obtain feedback on how well the performance tool was able to help the user improve the performance of their code.
This task will also use the configuration management activity outlined in Section 3, so that we properly document and prioritize all changes made to the high-level and detailed designs.
4.6 Design and Construct Advanced Features

While waiting for feedback from the end-users during the beta testing period, we will design and construct the advanced features identified during our requirements engineering process.  As with the previous task, this task will also use the configuration management activity defined in Section 3.  We will test the added advanced features during the testing stages Beta-2 or Beta-3, depending on when the advanced features are completed.   We will not add advanced features to the PAT after we release Beta-3 to ensure that all features in the PAT have undergone user testing.
4.7 Research into Performance Optimization via Prediction

After we complete testing for the Beta-1 release, we will begin research into using performance prediction as a method for performance optimization.  It is imperative to delay research into this topic until the core set of features outlined in the high-level PAT design have been implemented and tested to ensure that this core feature set receives the attention it requires.  Performance modeling and prediction represent two promising methodologies for performance analysis; however, due to their inherent difficulty, very few existing tools have existing functionality based on these approaches, most notably Dimemas.  Performance modeling and prediction can potentially allow a performance tool to have a greater understanding of why a given program performs well or not, which would increase the utility and productivity of a performance tool immensely.  Many practical aspects of performance prediction have not yet been worked out, and so the research performed during this task will focus on the more practical aspects of performance prediction that could possibly be incorporated into a performance tool.  In order to perform this task, we will conduct an extensive literature search on existing methods for using performance prediction as a method of detecting performance bottlenecks in a program.  Based on this literature search, we will propose high-level modifications to the PAT design that will incorporate techniques for performance optimization via modeling and prediction and increase the utility, productivity, and functionality of the PAT.  We will base these proposed modifications on proof-of-concepts, but we will not incorporate the experimental approaches into the PAT during the second phase of this project.
5 Deliverables, PAT Release Schedule, and Project Schedule
Table 2 summarizes the documentation deliverables for this project, which include bimonthly progress reports, an annual report, and a final report.  At the point they are written, bimonthly reports are short documents that outline and update the tasks that we have completed, the tasks we are conducting, and the tasks we are planning to begin within the next two months.  The annual report will include the initial detailed design report and documentation on the source code generated from the design logs (as described in Section 4.2).  The final report will contain the final detailed design report, a report describing the usability, functionality, and productivity analysis performed through the Beta releases (as described in Section 4.5), the corresponding User’s Manual and Tutorial for the last release of the performance tool, and will also contain a research report summarizing the pertinent information found from the task described in Section 4.7. 
Table 3 shows the release schedule for the PAT.  After we complete the instrumentation and measurement modules, we will release a functional version of the PAT to the sponsor, followed by another release of the instrumentation, measurement, and analysis modules.  These modules will include simplified, text-based user interfaces, and combined with the iterative process of creating the presentation interface (as described in Section 4.1) will allow the sponsor to monitor progress of the development of the tool.  After we complete the implementation of the core requirements of the PAT, we will release the first public Beta version of the PAT and will continue to release two more Beta versions in intervals of two months.  Finally, we will release a Version 1.0 of the PAT at the end of this proposed second phase.
Figure 2 illustrates the proposed schedule for the second phase of this project in Gantt chart form.  Enumerated in this chart are the seven major tasks and their subtasks.
Table 2 – Documentation Schedule
	Documentation Deliverable
	Completion Date

	Bimonthly report #1
	December 1, 2005 (Month 2)

	Bimonthly report #2
	February 1, 2006 (Month 4)

	Bimonthly report #3
	April 1, 2006 (Month 6)

	Bimonthly report #4
	June 1, 2006 (Month 8)

	Bimonthly report #5
	August 1, 2006 (Month 10)

	Annual report
	October 1, 2006 (Month 12)

	Bimonthly report #6
	December 1, 2006 (Month 14)

	Bimonthly report #7
	February 1, 2007 (Month 16)

	Final report
	April 1, 2007 (Month 18)


Table 3 – PAT Release Schedule 
	PAT Release
	Delivery Date

	I and M modules for open platforms
	April 1, 2006 (Month 6)

	I, M, and A modules for open platforms
	July 1, 2006 (Month 9)

	I and M modules for proprietary platforms
	July 1, 2006 (Month 9)

	Beta-1 (I, M, A, and P modules for all platforms)
	October 1, 2006 (Month 12)

	Beta-2
	December 1, 2006 (Month 14)

	Beta-3
	February 1, 2007 (Month 16)

	Version 1.0
	April 1, 2007 (Month 18)
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Figure 2 – Task Schedule
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