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Requirements
Core, Nonfunctional

General

1. Introduce < 30% overall (system) overhead (Standard test cases: NPB or Bottleneck test suite in UPC and SHMEM. Run program by itself, run program with PAT, get percentage increase in time)
2. Design easily extended to support other platforms of BUPC, HP-UPC, GPSHMEM and Cray SHMEM (??)

3. Support BUPC v.2.0.1 on Intel-based Linux cluster with InfiniBand interconnect (Uses 16 nodes cluster. Dummy test cases with all calls in BUPC and test if instrumented program runs under BUPC v.2.0.1 environment)

4. Support HP-UPC v.2.3 on AlphaServer (Similar to above)

5. Support GPSHMEM v.1.1 on Linux cluster using MPI library on InfiniBand (Similar to above)
6. Support Cray SHMEM (version?) on XD1 (Similar to above) (!!)

Instrumentation

1. Incur < 20% unit overhead (Dummy program. Testing similar to CN-G#1)
Measurement
1. Support addition of new events and event types (Manually. Use manual instrumentation and check to see if the inserted events are recorded at the end. Number & visualization) ( automatic in advanced
Analysis
1. Perform all processing and analysis post-mortem [option available to display some data as program is running]

Presentation
1. Provide graphical user interface on “standard” workstations [Linux and Windows] (!! Need to generate the list of visualizations)
2. Provide command-line user interface

3. Uses animation (Simple visualization)

4. Provide macroscopic and microscopic view [for selected set that is TBD] (May want to limit the amount of zooming possible. May define levels of zooming with each level showing different data. Related to scrolling and zooming)

5. Provide keyboard shortcuts for all mouse operations (Uses CUA, standard for shortcut)

Core, Functional

Instrumentation

1. Support tracking of UPC constructs specified in UPC specification 1.1 or 1.2? (LIST. Test with dummy program. Examine output of I units to ensure correctness)

2. Support tracking of GPSHMEM constructs (LIST. Test with dummy program. Examine output of I units to ensure correctness)
3. Support tracking of Cray SHMEM constructs (LIST. Test with dummy program. Examine output of I units to ensure correctness)
4. Instrument all valid C programs user functions (?? Need to know more info for sequential C tool)

5. Support profiling and tracing (Selectable options from interface. Tracing as default. Combination of two should be allowed. Need to generate profiling/tracing entities. Possible to decrease # of instrumented entities in “default” set. Can use constraint language such as in TAU.)
6. Support automatic instrumentation for the “default” set (First thing in summer – tool vs. language. Can be source-level or binary-level. ?? Which is best at what level.)

Measurement
1. Support timing event data [execution_start, execution_end, notify_start, notify_end, wait_start, wait_end, transfer_start, transfer_end + profiling variety + HW counter variety]

2. Log global variable [name, size, line #, source_code filename, operation type] (Variable distribution graphical display useful)

3. Support HW counter event data (Need to decide which ones are applicable)
4. Automate final tracefile creation

Analysis
1. Support aggregation of basic event types (What kind of analysis? Which dictates what aggregation and filtering needs to be done)

2. Support filtering (?? Maybe do this at instrumentation stage ?? Indexing [implementation?])

3. Provide basic load balancing analysis [count of number of busy node, etc.]

4. Provide means to manage and compare performance data across multiple runs (LIST)

5. Provide clustering of data (!! Would be hard to do, may be moved to other)
Presentation
1. Provide user-driven default set of visualization (!! Need to determine the set later)

2. Provide Gantt chart (timeline) display (!! Need to determine what goes into this visualization)
3. Provide source correlation as much as possible (Default if possible)

4. Provide speedup charts for different # of nodes

5. Command line control should be able to duplicate all GUI functionality except visualization

6. Provide call-tree graph (Should be paired with profiling data. Including timing graph, % time spent in function calls inclusive and exclusive. See KOJAK)

7. Provide communication volume from/to nodes view (See Intel Trace [Analyzer])

8. Depict striping of shared arrays and basic distributed shared memory access from each node [Basic = number of accesses per element, etc.]

Advanced

General

1. Support MuPC v.1.1 on Linux cluster

2. Support GCC-UPC

3. Support SGI-SHMEM on Altix
4. Support execution on system with heterogeneous nodes [low level HW difference]
5. Support multiple executions (!! What to compare, display)
Instrumentation

1. Support MPI 1.1
2. Support dynamic instrumentation

3. Allow instrumentation with source code using the GUI

Measurement
1. Support variable content event data (i.e. current variable value. Tie to analysis of memory system A-A#3. A for now, preferably CF)

2. Store event data using a portable format (!! Conversion unit [convert to other format as a way of accomplishing this])

Analysis
1. Provide advanced load balancing analysis (Need to decide what)

2. Provide scalability analysis

3. Provide memory system analysis

4. Support multiple analyses for the same data

Presentation
1. Uses animation (Advanced visualization. Ex: Series of images showing the same combination of data indexed by changes in other data, analogous to successive frames of a video)

2. Provide standard interface for creating new visualization (!!difficulty)

3. Provide % differences of metrics between different runs [related to A-G#4](?? Need to clarify)

4. Support searching of performance data

5. Depict advanced distributed shared memory access [Animation, etc.]

6. Provide views where profiling data is graphically depicted per process (Profiling data [bar chart, pie chart, etc.] per processor like Intel Trace on separate lines on the same visualization)

7. Provide Kiviat diagram [processor utilization, cache miss rates, etc] (low priority)

8. Provide side-by-side or transparent views of related visualizations (Need to decide the set later in the design phase)
9. Provide multiple views of the performance data [different view of same data, correlated views] (Tie to A-A#4)
Other

General

1. Support execution on system with heterogeneous nodes [ISA, OS, Network, etc.]
2. Support performance data management
3. Support simulation

Instrumentation

1. Instrument all valid UPC programs in other UPC specification (I/O, collectives, etc.)

2. Instrument all valid C programs loop and other (?? Need to know more info for sequential C tool)

3. Switching between profiling and tracing mode require no recompilation

Analysis
1. Calculate base line total execution time

2. Automatically analyze and detect performance bottlenecks

3. Provide method to extend types of performance bottlenecks that are detected

4. User-extensible repository of bottleneck patterns

5. Provide performance prediction (similar to O-A#2)

Presentation
1. Provide program graph (N-ary trees. HW and SW trees similar to KOJAK/Paradyn)

Optimization
1. Support automatic bottleneck detection

2. Support automatic bottleneck resolution [giving suggestions, manual optimization]

3. Support automated optimization mode [auto optimization]

Guidelines

General

1. Easy to install (< 2 hr. to install on average)
2. Design easily extended to support advanced feature (??)

3. Easy to learn (??)
4. Stable (??)
5. Provide clear design document (Need to define format. Give to someone outside of the group to see if they understand. Try testing with scenarios)

6. Provide clear user manual (Need to define format. Evaluate during beta tests)

7. Reuse as much as possible

8. Written in componentized style using well-defined interfaces (uses established conventions)
9. Written in a manner that facilitates portability

10. Uses established interface/functionality from other tools

11. Provide initial functionality based on demonstrable user needs (Use GOMS analysis. Ex: Use other lab members to evaluate. Get users from SC05. Pay people. Need to think about this more early)

12. Provide repeatable performance factors

13. Provide consistent way to choose and measure factors

Instrumentation

1. Minimize number of functions in SHMEM. Use common function for the same set
Measurement

1. Do not disrupt program behavior (Similar to CN-I#1)

2. Uses efficient and scalable tracefile format

Presentation

1. Provide visualization that guide, not rationalize (!! How to determine this)

2. Provide coherent visualizations including very large data sets (avoid showing too much detail in a single visualization)

3. Provide logical grouping [color, label, shape, size, etc.] (May be user-controlled option. Can be mixed)

4. Provide interactive visualizations

5. Provide simple visualization control (Use GOMS to test)

6. Rule of Seven [breath, option/menu]

7. Rule of Four [depth, mouse clicks required]
8. Provide at least one text based visualization (Perhaps a table of profiling data similar to gprof or BUPC trace)
9. G.U.I. should behave consistently across multiple platforms

Other issues
Response time?

Parser?

List of performance factors?

