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1. Instrumentation

Req. 1. PAT shall assist the user in instrumenting source code via an interactive process.

R 1. Manual instrumentation of code is a tedious process.  By allowing the user to select instrumentable functions and loops from a list, or a source code view manual overhead is reduced.

Req. 2. PAT may utilize existing profiling interface offered by the libraries used for parallel programming.

R2. Many existing (MPI) PATs make use of existing profiling interfaces in order to reduce manual overhead of instrumentation.

Req. 3. PAT shall not utilize a parser that is not likely to support future modifications to the language being passed.

Parsing source code is required to locate instrumentable functions and loops, however if the parser is not robust, the functionality of the instrumentation feature is compromised.

2. Performance Data Collection
Req. 1. PAT shall collect trace data.

R 1. Detailed information about the dynamic behavior of a program being analyzed is critical to understanding and analyzing the performance of the program.

Req. 2. PAT shall automate the process of tracefile creation.

R 2. It is likely that some amount of processing must occur after an instrumented program is executed before a usable tracefile is created.  This process should be automated to reduce the manual overhead of the user.

Req. 3. PAT may collect profile data.

R 3. Some tools collect profile data throughout the execution of the program.  This data can often be recreated through analysis of the tracefile, however if the user does not wish to create a tracefile runtime profile collection would be helpful.

Req. 4. PAT shall use a tracefile format that is efficient and scalable.

R 4. Tracefiles for long running programs with many nodes contain large amounts of data.  This data should be stored efficiently and in a manner conducive to fast presentation and analysis.

3. Performance Data Management

Req. 1. PAT shall provide a means to manage collected performance data from multiple runs.

R 1. Quite often multiple runs of a program are required to analyze the performance of a program.  Multiple runs may be used while varying the amount and types of instrumentation, the number of processes, or modified versions of a program. A large number of performance data files can be difficult to keep organized.  At a minimum the PAT should allow the user to easily change the name and location for storage and access of files.  At a more advanced level, the PAT may allow for or provide database access for performance data.

4. Presentation

Req 1. PAT shall provide by default a useful set of views and view configurations.

R 1. Requiring a new PAT user to specify all the details of presentation greatly increases the learning curve.  A default configuration facilitates increases the likelihood a tool will be adopted, provides usable functionality to the novice, and serves as a demonstration of how a usable configuration is achieved.

Req. 2. PAT shall provide the user with a timeline-Gantt view of program execution.

R 2. Many of the PATs for (MPI) parallel programs offer this type of a view; therefore experienced parallel programmers should be accustomed to its use.  Remote accesses could be depicted easily as message lines

Req. 3 PAT shall allow the user to zoom and scroll through the timeline-Gantt chart view.

R 3. Timeline-Gantt chart views often contain a great deal of information that is difficult to display, and difficult to comprehend if the ability to control the visible time span is not provided.  If the user is unable to quickly scroll forwards and backwards, the user’s ability to gain insight on the behavior of the program is greatly compromised. 

Req. 4. PAT shall provide the user with a view that profiles the communication volume from/to all nodes

R 4. Poorly balanced communication can be a significant performance bottleneck.  This type of view helps the user to understand the communication characteristics of the program

Req. 5. PAT shall provide the user with a view that depicts the striping of shared arrays across the memories of the nodes, and shall depict distributed shared memory accesses from each node.

R 5. The type of blocking chosen, greatly affects the ability of the nodes to exploit data locality.  Choosing a blocking pattern that minimizes remote data accesses based on the communication patterns of the program is important in reducing performance bottlenecks.  It would be difficult to depict this information in a timeline-Gantt chart view, and therefore a separate view should be used.

Req. 6. PAT shall provide a means for source code correlation with various views.

R 6. In existing PATs source code is sometimes correlated to graphical views through a dialog box opened when a state in the timeline-Gantt chart view is clicked (Trace Analyzer).  Another method of correlation is through the use of two windows: one displaying source code, the other displaying performance data (mpipview in Toolgear for mpiP).  SvPablo uses a single interface for source code instrumentation and performance profile correlation through the use of color indicators on each line.

Req. 7. PAT shall provide a view through which scalability is analyzed.

R 7. Scalability of a program is often very important. The PAT may depict scalability through comparison, and graphing of profile data from multiple runs of a single instrumented program while varying the number of nodes used.

Req. 8. PAT may provide views through which profile data is graphically depicted per process. 

R 8. This type of view allows the user to determine how execution time of functions is balanced across the nodes, which may help the user to detect load imbalances resulting in performance bottlenecks.  Views depicting such data are timeline histograms and regular histograms depicting time spend in functions or a collection of functions (Trace Collector).

5. Automatic Performance Analysis

Req. 1. PAT may automatically analyze and detect performance bottlenecks.

R1. Automatic analysis is only provided in some of the existing PATs.  While it is helpful for the user to be alerted automatically of performance bottlenecks, automatic bottleneck detection is not trivial.  An experienced user should be able to detect bottlenecks via the graphical presentation of performance data.  A means by which to implement this capability should be built in to the tool, even if it is not offered in preliminary versions.

Req. 2. PAT may provide a method by which to extend the types of performance bottlenecks that are detected.

R2. It is likely that the user will wish to add or customize the types of bottlenecks that are detected.  This functionality may be offered via a bottleneck specification language, or via a learning mechanism that accepts samples of good and bad data.

