Usability Regarding Presentation Methodology in Parallel Performance Tools
1. Introduction 
Many performance tools are capable of providing abundant feedback regarding program behavior, however, because of the volume and complexity of the resulting performance data, interpreting this information can be extremely difficult.  Therefore, it should be our goal as PAT designers to help bridge the gap between raw performance data and significant performance improvements.  Graphical interfaces involving data visualization have been effective in conveying the complexity and intricacy of parallel performance data [1].  The use of visualization techniques facilitates human comprehension of large and complex data sets and most successful performance tools employ some form of visualization techniques [2].

The visual representation of data for a parallel system is usually based on physical concepts and models that are meaningful to the user such as time histograms relating inter-process communication.  However, the interpretation of the data involves artificial, abstract models of parallel computation that may have little if any direct meaning to the user and may be difficult to relate to the application and source-level concepts represented by the user’s program.  Despite this fact, several tools have demonstrated that helpful insight into parallel application behavior can be gained through graphical displays.  However, developing a graphical interface with usability in mind will require a systematic, formal methodology that relates high-level program abstractions to visual representations in a structured way.  
In this paper, we propose discuss visualization concepts, general approaches for the performance visualization process, evaluation of user interfaces, and the integration of user-feedback into a graphical interface.  These sections were chosen to mirror the proposed development of the PAT through time.  First, we discuss the key concepts and ideas regarding performance visualization.  Next, we develop a presentation methodology based on other approaches to visualization discussed in the literature.  We then discuss various ways in which we can evaluate and critique our proposed interface, followed by a discussion of the incorporation of user-feedback.
2. Visualization Concepts and Principles
This section is meant to provide a more detailed explanation of the issues regarding performance visualization in order to provide the framework with which we discuss the presentation methodology presented in the next section.

The concepts and principles underlying good data visualization are becoming reasonable well understood [3, 4].  Some of these concepts have proved useful in the design of effective performance views while others have arisen from the unique challenges of interpreting performance data.  
2.1 Context

To ensure the usability of performance information, we must first establish some context which users can interpret the information [1]. 

2.1.1 Perspective - the point of view from which the information is presented such as the hardware, operating system, or application program.  For example, a given perspective may emphasize states of processes or processors, or interactions between them.  The information may or may not be amalgamated between them over space and time.  In order to provide the most useful information to the user, the PAT should provide information from as many perspectives as possible.  This will ensure the user will be able to access information from the level of detail that they require in order to optimize their application.
2.1.2 Semantic context – the relationship between performance information and the constructs and abstractions (such as data structures and control structures) in the user application.  An example of this would be showing the locality of memory references for a specific data structure from the user program relative to the source code.  Semantic context is a similar concept to source code correlation considering that source code correlation is concerned with performance information relative to any line in the source code, whereas semantic context is concerned only with the dynamic behavior of data and control structures.  Ultimately, we should strive to provide source code correlation to improve usability, however, providing information in a semantic context may also prove useful to users.
2.1.3 Sub-view mapping – a mapping between a subset of graphical views, such as a rectangular sub-region, and the corresponding subset of the data being displayed [5].  This mapping implies that the data can be reconstructed from the image, which would not be the case if the data were reduced so that details were lost as implemented by some tools [6].  This means that is its imperative that the PAT support an efficient visualization file format so that it can provide detailed sub-view mapping even for large data sets.  Jumpshot performs this task particularly well so we should strive to leverage some of its functionality.
2.2 Scaling
For scientific visualization, scaling graphical views as data sets become large can be a major challenge. This is especially true regarding performance visualization as the number of processors or duration of execution increases.  Several techniques have been presented to handle the problem of scaling [1].

2.2.1 Multidimensional and multivariate representation - a representation of data with many attributes per data point. Performance data is typically multidimensional consisting of spatial (processor or memory), temporal, and other parameters (such as problem size) that may vary.  Typically, such representations incorporate the Cartesian coordinates for spatial and temporal information with other characteristics such as color, texture, and shading used for the remaining parameters.  The use of multivariate representations will be essential to the PAT project in order to provide conceptually compact performance data to the user.
2.2.2. Macroscopic and microscopic views – the level of detail represented by a given view.  A macroscopic view conveys high-level information, while a microscopic view depicts low-level, fine-grained detail. Obviously, from a usability perspective, both views are crucial and need to be included in the PAT. 

2.2.3 Macro/micro composition and reading – a display composition that allows perception of both local detail and global structure.  In such a display, fine details are discernible, but the details accumulate into larger coherent features, as in the graphical timeline employed by Paraver.  We feel this functionality should be included in the PAT with the macroscopic view described earlier.  
2.2.4 Adaptive graphical display – the adjustment of a display’s graphical characteristics in response to data set size.  The goal is to reveal as much detail as possible without visual complexity interfering with the perception of that detail.  Since the implementation of this functionality may be prohibitively challenging, the inclusion of the ideas expressed in the previous three sub-sections may be a sufficient substitute for this feature.
2.2.5 Display manipulation – the interactive modification of a display, through techniques such as scrolling or zooming, to handle a large amount of data of varying detail.  For example, scrolling or zooming along the time axis could be used to convey fine detail for long runs that would otherwise compress the time axis and lose detail.  This is the type of functionality the user has come to expect from a performance tool, and as such, should be included in the PAT.
2.2.6 Composite view – a synthesis of two or more views into a single view that is intended to enhance visual relationships among the views and present more global information [5].  Examples include combining lower dimensional displays into a single higher dimensional display or taking time along a third axis to construct a three-dimensional display from a two dimensional animation.  We do not feel that this functionality is essential to the usability of the PAT so we would only pursue this option if users expressed interest in it.
2.3 Comparison
Comparison and cross-correlations between related views or representations can provide insight into behavioral characteristics and their causes.  Several graphical techniques have been proposed in the literature [1, 2].

2.3.1 Multiple views – the visual presentation of data using multiple displays from different perspectives.  Any single visualization or perspective can usually display only a portion of the relevant behavior.  Viewing the same performance data from various perspectives gives a more comprehensive view of the problem and is likely to yield more useful insights [7].  The use of multiple views is discussed later in the tool evaluation portion of this document and we consider it a very import feature to include in the PAT.
2.3.2 Small multiples – a series of images showing the same combination of performance data indexed by changes in other data, analogous to successive frames of a video.  Information slices are positioned so that the viewer can make comparisons at a glance.  Animation is one example of this technique (indexing over time), but indexing can also be done by processor number, problem size, machine size, etc.  We may find this approach useful during the testing of the interface of the PAT; however, it is not essential.
2.3.3 Cross-execution views – the visual comparison of performance information from program executions that may differ in various ways, such as in problem size or machine size.  This concept is often referred to as multiple executions and is discussed further in the tool evaluation section of this document.
2.4 Extraction of information
Several techniques enable visual extraction of useful information from a large data set.

2.4.1 Reduction and filtering – representing raw data by statistical summaries, such as maxima and minima, means, standard deviations, frequency distributions, etc.  This notion also extends to graphical reduction, where a visual display conveys general trends rather than detailed behavior and is a similar concept to macro/micro composition.  This functionality makes it much easier for the user to easily understand the information presented in large data sets.  By reducing the amount of information the user is exposed to, reduction and filtering also improve efficiency.  These are some of the most important concepts regarding usability.  Therefore, we feel it is essential to include this functionality in the PAT.
2.4.2 Clustering – multivariate statistical analysis and presentation techniques for grouping or categorizing related data points.  The intent is to classify points or identify outliers in a multidimensional data space.  Classic examples include scatter-plots and frequency histograms.  Depending upon which performance factors we include in the PAT, we may wish to represent some of the data using the clustering concept.
2.4.3 Encoding and abstracting – using graphical attributes such as color, shape, size, and spatial orientation or arrangement to convey information.  Such overloading, when used properly, can effectively increase a view’s dimensionality.  In order to effectively display information from large data set, we will need to find a way to express the data compactly; encoding and abstracting the data seems like a logical way to achieve this.  Therefore, we will most likely include this functionality in the PAT.
2.4.4 Separating information – visual differentiation among layers of information through color highlighting, foreground/background, etc. For example, a tool may highlight the critical path when displaying an execution trace.  
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Figure 1: Performance visualization framework [1].

3. General Approaches to Performance Visualization
3.1 General Categories

Figure 1 shows the canonical software structure for performance visualization tools, however, each performance tool employs a distinct visualization strategy.  Performance analysis tools fall in four categories according to the visualization schemes they provide [8]:

• Program specific. These tools show in an application specific way how computation progresses by animating the data structures of the program and the operations performed on them. The animated views can assist in debugging both for correctness and performance. Since the displays are specific to a program, tools in this class have to provide the user with the means to construct program specific views easily.  Depending on the implementation, this can be an involved process.  We see no reason to introduce additional complexity into the PAT by supporting program specific visualization.  The benefits of using such a system would be greatly outweighed by the cost in terms of usability as well as implementation.
• System oriented. These tools focus on the impact the application program has on the parallel system. For instance, tools in this category typically visualize the memory and cache access patterns for a particular system. These tools also measure and visualize system level performance parameters such as CPU and interconnection network utilization.  Tools in this category are generally concerned with providing system monitoring information that would be more suited for resource utilization analysis and would not necessarily be as useful for traditional performance optimization.
• System and application independent. The majority of tuning tools falls into this class and provide a repertoire of displays that can generally depict performance data for a variety of systems and applications. The visualizations range from views of the effect the application program has on the system use, to views that represent the communication or synchronization behavior of the program.  This solution provides the flexibility and multi-platform support we will need for the PAT.  
• Meta-tools. Tools in this group facilitate the development of custom visualization tools. They are more general than the program specific tools mentioned above, since the visualizations created by a user are not necessarily program specific.  PARADISE (PARallel Animated DebuggIng and Simulation Environment) and IMPROV introduce a framework in which the application and/or the system behavior are modeled as a set of visual objects having certain functionalities and interacting with each other. The defined visual objects and their interactions can simulate the events generated by the system under study. POLKA adopts an object-oriented methodology to map program events to visual objects. Object attributes, such as color and location and object actions such as motion, color, and resizing, change according to the rules that map events to objects, attributes and actions. POLKA was used in the development of other performance visualization tools, such as the PVaniM system.  Providing custom visualization tools is obviously not functionality that we want to provide with the PAT, however, we may consider exploring some of the techniques used by these tools at some point in the future.
Tools can also be categorized by whether visualization takes place simultaneously with the program execution (on-line) or after it (post mortem). In the latter case, trace data is gathered in files which can be processed later by a visualization tool. On-line visualization can be intrusive when the parallel program shares the same interconnection network with the monitoring and visualization facility. The volume of information conveyed by the visualization tool at any time may be too large to be easily interpreted by the programmer without the assistance of playback functionalities such as the ones found in off-line tools. However, on-line visualization, often used in conjunction with dynamic instrumentation, allows the user to observe only the interesting parts of the program execution and reduces the storage requirements of the monitoring tool.  One way to reconcile these two methods is to provide two modes of operation so that the user can decide which mode is more convenient.  However, if we find that one method is preferred over the other during our interaction with users, we would concentrate our efforts on that method.
3.2 Specific Features

In addition to the high-level categorizations listed above, there are many specific features employed by tools that can be categorized.
· Animation - Animation has been employed by various tools to assist in the program execution replay. Communication operations are the most commonly animated events.  Animation and other forms of interacting with performance data can provide a new dimension the information provided by the tool.  By viewing the data dynamically, the user may be able to identify and isolate a performance bottleneck more efficiently.  
· Program graphs –   In IPS-2, the graph is a more generalized picture of the whole system. The root of the graph represents the user program. The successor of the program node is the machine node. The next level of nodes is occupied by the processes in the user program and each process can consist of a number of subroutine nodes. Information on a specific node is given when the node is clicked. A number of such trees represent other application programs that contribute to the workload of the system.  Depending upon the performance factors and other features we wish to include in the PAT, the use of program graphs may be an asset to the usability of the PAT.  Paradyn has successfully employed this type of interface for its tool.
· Gantt charts – Gantt charts are the de facto standard for displaying inter-process communication.  Jumpshot is the most prevalent example of a tool with this type of functionality.  Since users are so familiar with this type of data, we should definitely include this functionality in the PAT in order to conform to canonical user interfaces.
· Data access displays – Each cell of the two-dimensional display is devoted to an element of the array. Different sections of the display correspond to parts of the array distributed on different processors. The color of an array cell can distinguish whether an access is local or remote and whether it is a read or write. The programmer is able to understand the access patterns so that better array distributions can be achieved in order to reduce inter-processor communication.  These types of displays are not as common in modern tools so we should only include them if users are particularly interested in having them included in the PAT.  However, since these types of displays are limited in scope to a single array, data scaling may be a major issue.
· Critical path analysis. Critical path analysis [9] is concerned with identifying the program regions which most contribute to the program execution time.  The critical path analysis constructs a directed acyclic graph which depicts the synchronization and communication dependencies among the processes in the program. Dependencies are message operations, semaphores, barriers or locks. Each edge in the graph is assigned a weight proportional to the duration of the operation represented by the edge. The time spent on an edge may be CPU bound or may be the time required to send a message. The path with the longest weight sum is the critical path.  The identification of the critical path may be of interest to some users, however, we suspect most users would be able to ascertain this information from other, more popular graphs such as a Gantt chart of inter-process communication.  Therefore, critical path analysis should be of moderate to low priority for inclusion into the PAT.
4. Evaluation of user interfaces. 
Since we will have only limited access to users, we will need a systematic way to identify and correct any usability problems with the PAT interface.  These methods will serve as an additional source of evaluation for the interface, rather than a replacement for user input.  The incorporation of user input is discussed in a previous section of this document and as such, will not be included here.  In this section, we first present general guidelines that should be followed while developing a visualization strategy.  Next, we present an introduction to the GOMS (Goals, Operators, Methods and Selection) formalization for interface evaluation.  We plan to use the general guidelines to help develop the interface of the PAT then use GOMS to identify potential problems with the interface in conjunction with our user feedback.
4.1 General guidelines

In the seminal paper [9], B. Miller presented several guidelines as to the criteria for a good visualization which are summarized below.
· Visualizations should guide, not rationalize. Guide means that the visualization leads the user to discover information that they did not know.  Rationalize means that it lets the user illustrate information that they already know. Since our visualization is meant to help to user identify new information, it must guide.  A major difference between guiding and rationalizing is the organization of the information.  If the tool can provide interesting and informative displays without detailed control by the user, it has the potential to guide the user.  If the user has to give the tool detailed instructions (as is the case with the program-specific visualizations mentioned earlier) on how to select and organize the data, then the user may have to already know how the program is working in order to display and useful information about the program.  Although we want the PAT to be interactive with the user, the default visualizations should provide enough data for the user to have an idea of what aspects of the performance data they would like to see in more detail.
· Scalability is Crucial.  Visualizations should have few inherent limits. A picture that works well for up to 16 nodes may be sufficient for the current system but this can change quickly with new versions of the software or hardware.  Any visualization based on processes, threads, or procedures, will have to be able to deal with hundreds or even thousands of objects.  Typically scalability issues are handled through the use of alternative views.
· Color should inform, not entertain.  Color should either (1) increase the information density, (2) accent important cases, or (3) aid in identification.  Color should only be used when it adds information.  However, visualizations with too much color can detract from the original intention of simplifying the user’s task to interpret the data.
· Visualizations should be interactive.  A visualization that provides all information in one view can be overwhelming to the user.  The visualization should help the user decide which aspects of the inherently complex nature of the program’s behavior they want to see in more detail.  Thus, the complexity of understanding a visualization of a parallel program should be substantially less than the complexity of the program itself.  There are three dimensions over which the user should be able to refine the visualization.  First, the user should be able to view different parts of the program or system.  Second, the user should be able to change the level of detail of the visualization.  Third, for a given level of detail and part of the program, the user should be able to view different types of performance data.  There are several options discussed earlier that would be suitable for these tasks in the PAT, such as animation, scrolling, zooming, etc.
· Visualizations should provide meaningful labels.  Visualizations should provide a means for identifying the program or system objects that are being described.  The simplest approach is obviously to identify object directly in the display.  In this way, both performance data and identification are simultaneously visible.  Alternatively, we may choose to provide an interactive facility that lets the user select an option to request the presentation of labeling information.

· Default visualizations should provide useful information.  The user should not be required to poses sophisticated knowledge about the PAT nor select from a myriad of parameters to create a meaningful display.  The PAT should provide a set of useful default views.  Ideally, these views would be enough for the majority of users to identify their performance bottleneck.
· Avoid showing too much detail.  When the user is inundated with low-level details rather than high-level abstractions, it makes it much more difficult for the user to comprehend the data.  Therefore, all default views for the PAT should show the user a high-level view of the program
· Visualization controls should be simple.  This will provide a cleaner interface as well as help the user by increasing the usability of the tool.  If the user wants more options than can be effectively displayed on the screen, we should hide the lesser used options until requested by the user.
By following these guidelines, we should have a good foundation upon which we can build a functional, easy to use interface to the user.  Although these guidelines will primarily be used during the early part of the design, we should keep them in mind throughout the project.  
4.2. GOMS
In this section, we present a well-know interface evaluation technique from the field of Human-Computer Interaction.  This is meant to serve as an introduction to the topic that will perhaps merit further investigation. 

4.2.1 Description (Adapted from [11])
A GOMS model, as proposed by Card, Moran, and Newell (1983) [10], is a description of the knowledge that a user must have in order to carry out tasks on a device or system; it is a representation of the knowledge that is required by a system in order to get the intended tasks accomplished. The acronym GOMS stands for Goals, Operators, Methods, and Selection Rules. Briefly, a GOMS model consists of descriptions of the Methods needed to accomplish specified Goals. The Methods are a series of steps consisting of Operators that the user performs. A Method may call for sub-goals to be accomplished, so the methods have a hierarchical structure. If there is more than one method to accomplish a goal, then the GOMS model includes Selection Rules that choose the appropriate method depending on the context.
Once the GOMS model has been developed, predictions of learning and performance can be obtained as described below. A GOMS description is also a way to characterize a set of design decisions from the point of view of the user, which can make it useful during, as well as after, design. It is also a description of what the user must learn, and so can act as a basis for reference documentation. Describing the goals, Operators, Methods, and Selection Rules for a set of tasks in a relatively formal way constitutes doing a GOMS task analysis. The person who is performing such an analysis is referred to as the analyst. 

One important feature of a GOMS model is that the knowledge is described in a form that can actually be executed - somebody (or an appropriately programmed computer) can go through the GOMS description, executing the described actions, and actually carry out the task. This distinguishes a GOMS-based analysis of a task from the traditional forms of task analysis, which are either very informal, or consist only of a list of the possible user goals.

Actually carrying out a GOMS analysis involves defining and then describing in a formal notation the user's goals, operators, methods, and selection rules. Most of the work is in defining the goals and methods. The operators are mostly determined by the hardware and low-level software of the system, such as whether it has a mouse, for example, thus the operators are fairly easy to define. The selection rules are more subtle, but they are involved only when there are clear multiple methods for the same goal. In a good design, it is clear when each method should be used, so defining the selection rules is relatively easy as well.  Identifying and defining the user's goals is often difficult, because the designer must examine the task that the user is trying to accomplish in some detail, often going beyond just the specific system to the context in which the system is being used. This is especially important in designing a new tool, because a good design is one that fits not just the task considered in isolation, but also how the tool may be used in conjunction with other tools.
Once a goal is defined, the corresponding method can be simple to define because it is simply the answer to the question: how do you do it using this interface? The interface design itself determines what the methods are. However, describing the methods in the formal notation can be a long and tedious job.

After all of the characteristics of the GOMS model have been defined appropriately, all that is required is for someone (or something) to carry out the various goals to determine the associated methods used to reach the goal.  This type of analysis can be used to evaluate the complexity of a given interface relative to some specified standard reference.  
4.2.2 Examples
The tasks and systems are some file-manipulation tasks in a command line based operating system (UNIX) and a GUI operating system (Macintosh OS X). The set of user goals considered are:

· delete a file 

· move a file

4.2.2.1 GOMS model for Macintosh OS X
Method for goal: delete a file.

Step 1. Accomplish goal: drag file to trash. 

Step 2. Return with goal accomplished.

Method for goal: move a file.

Step 1. Accomplish goal: drag file to destination. 

Step 2. Return with goal accomplished.

4.2.2.2 GOMS model for UNIX
Method for goal: delete a file.

Step 1. Recall that command verb is "rm -f".

Step 2. Think of directory name and file name and retain as first filespec.

Step 3. Accomplish goal: enter and execute a command.

Step 4. Return with goal accomplished.
Method for goal: copy a file. 

Step 1. Recall that command verb is "cp".

Step 2. Think of source directory name and file name and retain as first filespec. 

Step 3. Think of destination directory name and retain as second filespec.

Step 4. Accomplish goal: enter and execute a command.

Step 5. Return with goal accomplished.
4.3 Extensions to GOMS

There have been several extensions [11] to GOMS in the past two decades to make the results gathered more meaningful (KVL, CMN-GOMS, NGOMSL, CPM-GOMS, etc).  Each version is best suited for specific tasks.  There have even been some researchers who have automated the GOMS analysis process so that a developer can input the various parameters of the system and the software will produce a list of the methods associated with each goal.  


However, the GOMS system and all of its derivatives are far from perfect.  For example, none of the GOMS models allow for any type of user error.  Despite this deficiency, the GOMS techniques provide valuable information regarding the usability of an interface.  More investigation is needed to determine if the use of DOMS is warranted in the development of the PAT.  It is hoped that DOMS will allow us to identify major usability problems when the availability of user input is limited.  This will allow us to make some progress on the interface of the tool without having to rely exclusively on users.
5. Conclusion
In this section of the report, we described some of the visualization concepts and principles used by modern performance tools.  Next, we discussed some general approaches to visualization and various specific features of those visualizations along with their applicability to the PAT project.  The next section discussed general guidelines to follow while developing a visualization strategy followed by an introduction to GOMS, a formal user interface evaluation model from the field of Human-Computer Interaction.

Our plan for the development of the visualization portion of the PAT project is to develop a preliminary interface that provides the functionality required by the user while conforming to the visualization guidelines presented previously.  After the preliminary design is completed, we will present it to users to elicit feedback.  During periods where user contact is impossible, we may be able continue to refine the interface through the use of GOMS analysis or another formal interface evaluation technique.
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