7 UPC/SHMEM Language Analyses

7.1  Introduction
Through tool study, an understanding of the current practices in PAT development is gained.  However, tool study by itself is not sufficient to guarantee a successful PAT for UPC and SHMEM as the best practices may not be applicable to these languages.  Because of this, it is important to conduct a study from the language aspect.  Only by combining the result of the language study with the tool study can we determine the most suitable practices to use in our PAT.  This part of the report details the method and finding of our UPC/SHMEM language analysis.  The goal of this analysis is to determine a set of factors important specifically for these languages during program execution phase.
7.2  Method
7.2.1 Factor List Generation

For the analysis, we developed a list of factors based on observations made from the other parts of our study (tool, analytical model, etc.).  Factors are first gathered from the studies, categorized using the popular computation / communication / memory / other classification, and finally filtered to produce a minimal and complete list that is relevant in parallel environment.  In addition, events that should be track are identified and filtered to include only the basic types.  Events that could be calculated (network utilization, congestion, etc.) from other events are not included to minimize complexity.  The result is presented in table 7.1.

Table 7.1 - Factor List
	Factor
	Basic events

	Computation

	Execution (useful work)
	Time

	System overhead
	Compiler, runtime, OS, thread, I/O

	Communication

	Bulk transfer
	Variable name, size, count, transfer time, overhead

	Small transfer 
	Variable name, total time, count

	Synchronization
	Notify time, wait time, count, overhead

	Memory

	Local access
	Variable name, time, count

	Cache (remote data)
	Size, miss/hit count, variable name

	Other

	Scalability
	System size,

	Program time
	System setup time, program time

	Resource management 
	I/O, etc.


Notes:

1. Execution refers to the time taken to execute a small segment of the program.
2. What is considered a small transfer depends on the underlying network of the system.  The basic assumption is that the transfer of message smaller than the size defined is constant.  This type of transfer is generally used to retrieve environmental information from remote nodes.
3. For synchronization, the notify time can sometime be classified and treated the same as a small transfer.  For this document, everything is treated as small transfer except in the notify functions of UPC and SHMEM.

4. Memory refers to access of the shared variables.  An access to local information is treated as involving execution only.  Remote memory access = Bulk/small transfer depending on size.
5. Factors in other category generally applies to all programs and do not appear in most of the analysis.  However, it is important to track these factors for any parallel program.

7.2.2 Language Analysis

The most straight forward language analysis approach can be done by studying the UPC and SHMEM language specifications.  In this approach, each construct in the specifications is reviewed and all plausible factors (i.e. any factor that could play a role) from table 7.1 are assigned to it.  Through this process, we obtain a high level, comprehensive set of factors for the constructs which can be used to limit the amount of factors we need to consider.

Although the specification study is useful, the result is unfortunately educated guesses at best and may be to general to be practical in our PAT development.  Because of this, we next studied the various UPC and SHMEM implementations of interest.  Each construct is again reviewed but the factor assignment is now based on the actual implemented strategy of that particular construct.  With this, we are able to identify practical factors and gain insight into how these factors could be track for a particular UPC or SHMEM implementation.
Due to lack of detail design documents for the various UPC implementations, the analysis process for these implementations becomes very difficult.  Fortunately, many implementations use the source-to-source translation + runtime library approach (i.e. UPC code is translated to C code which is then linked to the runtime library), making the analysis possible by studying the intermediate C code and the library code directly.  With this strategy, we first generated an UPC program that includes all the constructs and run it through the translator.  The intermediate C program is then looked at and calls to the runtime library are examined to determine the actual mechanism involved in the implementation of the specific construct.  Through this and some email exchanges with the developers, we were able to identify the appropriate factors for constructs in Berkeley and Michigan UPC.  

Unfortunately, although HP UPC uses the same source-to-source + runtime library approach, we were not able to perform the analysis due to the proprietary issue.  We are currently in the progress of obtaining the specifics regarding how HP implements these function calls.  Also, because GCC-UPC is a true UPC compiler (i.e. UPC program is translated directly to machine code), we were not able to perform the analysis and we are still looking into other methods to do this.  The analysis of these two implementations will be completed when possible.

7.3  UPC Analysis
In this section, the analysis result is presented in each of the sub-sections.  A table summarizing the construct-factor relation is included with specific basic events identified if applicable (i.e. if only a subset of the basic events of a factor is applicable, they are listed in bracket following the factor).  For length consideration, the reason behind the association is not discussed if the reason is intuitive.  Note worthy comments and observations are included as needed in each sub-section.

7.3.1 UPC Specification
Table 7.2 summarized the construct-factor relationship based solely on the UPC specification 1.1 [7.1].  Again, it should be noted that the assignment attempts to include all relevant factors to a construct.  Because of this, not all factors listed may be applicable at all time and they are noted in the notes and observations section.
Table 7.2 UPC Specification Factor

	Shared variable

	Declaration
	Execution, synchronization [time], local access, overhead [OS]

	Assignment
	Execution, bulk/small transfer, cache, system overhead [compiler, runtime]

	upc_threadof, upc_resetphase, upc_addrfield, upc_affinitysize
	Execution, small transfer

	Shared lock

	upc_lock_t (declaration)
	Execution, synchronization

	upc_global_lock_alloc,  upc_lock_free
	Execution, local access [size], overhead [OS], small transfer

	upc_all_lock_alloc, upc_lock, upc_unlock, upc_lock_attempt
	Execution, local access [size], overhead [OS], small transfer, synchronization

	Global address space

	upc_global_alloc, upc_all_alloc
	Execution, local access [size], overhead [OS], small transfer, synchronization

	upc_alloc, upc_local_alloc, upc_free
	Execution, local access [size], overhead [OS], small transfer

	Environment

	MYTHREAD, THREADS
	Execution, overhead [thread]

	upc_strict / upc_strict.h

upc_relaxed / upc_relaxed.h
	N/A. This affects how the other constructs needs to be track but by itself does not relate to any factor.

	upc_global_exit
	Execution, synchronization [notify time, wait time], resource management

	Bulk memory transfer

	upc_memcpy, upc_memget, upc_memput, upc_memset
	Execution, bulk/small transfer, cache, synchronization, local access

	Synchronization

	upc_notify
	Execution, synchronization [notify time]

	upc_wait
	Execution, synchronization [wait time]

	upc_barrier, upc_fence
	Execution, synchronization

	Other

	upc_forall
	Execution, synchronization, local access

	UPC_MAX_BLOCK_SIZE, upc_localsizeof, upc_blocksizeof, upc_elemsizeof
(compile time constants)
	Execution, small transfer


Notes and observations:

1. Given that variable declaration is known at compile time, it is most likely that synchronization is not required.

2. upcaffinitysize could involve only local processing if the shared region information is localized or it could require remote query to the controlling node in a centralized system (i.e. each node actually need to contact the controlling node to obtain any information).

3. Again, depending on the implementation, upc_global_lock_alloc, upc_global_alloc, upc_alloc, upc_local_alloc could either involve only local processing or require small transfer (for passing of small environment information) and/or synchronization.

4. Depending on the result of upc_lock_attempt, it could either involve synchronization or not.

5. Although small transfer is listed for the various operations under other category, a decent implementation should only require local processing.  However, it is possible to implement a centralized system, thus for completeness, small transfer is included for these constructs.

7.3.2 UPC Implementations

The following subsections provide some important details in the Berkeley and Michigan UPC implementations that are relevant to our project along with the result of the corresponding language analysis.
7.3.2.1 Berkeley UPC
Berkeley runtime system depends on the GASNet communication system for all its transfer.  Because of the various network support, it is possible that some of the factors may need to be track differently under different network setting.  However, the construct-factor assignment should still be valid regardless of the network.  Any exception to this will be noted.  In several instances, a different schema is used when pthread is used versus when it is turn off.
Table 7.3 Berkeley UPC Specific Factors

	Shared variable

	Declaration
	Execution

	Pointer assignment
	Execution

	Atomic variable/array assignment
	Execution, small transfer if data is remote

	upc_threadof, upc_resetphase, upc_addrfield, upc_affinitysize
	Execution

	Shared lock

	Shared lock declaration (upc_lock_t)
	Execution

	upc_global_lock_alloc
	Node 0: Execution, local access, small transfer

Other: Execution, small transfer, synchronization

	upc_all_lock_alloc
	Node 0: Execution, local access, small transfer

Other: Execution, small transfer

	upc_lock, upc_lock_attempt
	Execution, small transfer, synchronization [wait time]

	upc_unlock
	Execution, small transfer

	upc_lock_free
	Execution, small transfer, local access

	Global address space

	upc_global_alloc
	Node 0: Execution, local access

Other: Small transfer, synchronization [wait time]

	upc_all_alloc
	Node 0: Execution, local access, small transfer

Other: Execution, small transfer

	upc_alloc, upc_local_alloc
	Node 0: Execution, local access, small transfer

Other: Execution, small transfer, synchronization

	upc_free
	Execution, local access, small transfer (if not owner)

	Environment

	MYTHREAD, THREADS
	Execution

	upc_strict / upc_strict.h

upc_relaxed / upc_relaxed.h
	N/A

	upc_global_exit
	Node 0: Execution, local access, synchronization, small transfer

Other: Execution, local access, synchronization

	Bulk memory transfer

	upc_memcpy
	Execution, local access, synchronization, small transfer (see item 13 in the notes and observations section for detail)

	upc_memget, upc_memput, upc_memget
	Execution, local access, small transfer, synchronization [wait time]

	Synchronization

	upc_notify
	Node 0: Execution

Other: Execution, synchronization [notify time, count, overhead]

	upc_wait
	Node 0: Execution, synchronization [wait time, count, overhead], small transfer

Other: Execution, synchronization [wait time, count, overhead]

	upc_barrier
	Node 0: Execution, synchronization, small transfer

Other: Execution, synchronization

	upc_fence
	Execution

	Other

	upc_forall
	Execution

	UPC_MAX_BLOCK_SIZE, upc_localsizeof, upc_blocksizeof, upc_elemsizeof
	Execution


Notes and observations:

1. Shared object/lock declaration is done by translating the shared declaration into upcr_shared_ptr_t or upcr_pshared_ptr_t struct.  The address, phase and thread information are assigned at compile time.

2. For the assignments, intermediate variables are used.

3. upc_global_lock_alloc is translated into a call to upcr_local_alloc thus have the same behavior as upc_local_alloc except the object passed in is the shared lock pointer.

4. For upc_all_alloc and upc_all_lock_alloc, node 0 allocates the space for the shared object.  A broadcast is performed at the end of this call.

5. In upc_lock and upc_unlock, the affinity of the lock is first check and the message is send to the owner node. Upc_unlock exit after sending whereas upc_lock waits for a reply.

6. Like upc_unlock, upc_lock_free is performed the same way except the freeing process is added.

7. For upc_global_alloc, the allocation is only done at node 0.  All other node sends request to node 0 to handle this.

8. In upc_local_alloc, if there is enough space left in the heap, the allocation is done locally.  If not, a request is sent to node 0 to expend the space (or simply perform the operation if node is 0) and waits for completion.  Upc_alloc is behaves like upc_local_alloc.

9. For upc_free, the process is done locally if the calling thread owns the shared object.  If not, a medium AM is send to the owner.

10. Multiple translation is done for MYTHREAD and THREADS (mostly through macro) and in the pthread environment, they are replaced with the pthread equivalents.  The value is assigned at setup time.
11. The upc_global_exit is translated into a call to gasnet_exit which is implemented as a barrier follow by freeing up of resources.

12. Upc_memget, upc_memput and upc_memset are translated into memcpy/memset if shared data is on the calling node or into gasnet_get_bulk, gasnet_put_bulk and gasnet_memset respectively.  At GASNet level, these are translated into either one or many short/medium/long AM messages plus an acknowledgement of completion at the end of the process.
13. For upc_memcpy, several scenarios can take place.

A. Destination = source = calling thread: memcpy is used.

B. Destination = source but not the calling thread: A request is send to the appropriate node and the calling thread waits for reply.

C. If destination or source equals calling thread: upc_memget or upc_memput is used.

D. Destination, source and calling threads are all different: upc_memget + upc_memput.

14. For barriers (notify, wait, barrier), the mechanism differs for each network depending on how gasnet_barrier_notify / gasnet_barrier_wait / basnet_barrier are implemented.  However, the majority of the implementation (as well as pthread) uses node 0 as a control node.  In the notify phase of this setup, node 0 does nothing while all other nodes sends out a message to node 0.  Then, in the wait phase, node 0 waits for arrival of all the messages and broadcast the complete message to all other node while all other node simply wait for the arrival of the complete message.  The upc_barrier is simply upc_notify + upc_wait.  It should be noted however that some of the networks may have HW support for broadcast thus bypasses this mechanism.
15. upc_fence is translated into gasnet_AMPoll.  Depending on the implementation, the polling can handle all incoming messages all at once or one at a time.

16. Depending on the affinity field of the upc_forall construct, three different behaviors can be observed.  First, if all the tasks can be done by 1 thread, the upc_forall is translated to if statement followed by a regular for loop.  Second, if the task is distributed (cyclic affinity); it is translated to for loop with stride factor equal to the number of thread.  Finally, if the task is block distributed, two level for loops is used where the other level is the same as in the second case and the inner loop is a regular for loop corresponding to all the elements in the block.

17. The various operations under other category are done at compile time.

7.3.2.2 Michigan UPC

Three important features needed to be noted in MuPC.  First, MuPC uses a centralized control where node 0 is responsible in handling of most control process.  Second, for every node in the system, two threads are allocated that uses consumer-producer mechanism.  The program thread (producer) deals with the actual UPC program and adds entries to a single send queue when remote operation is needed.  The communication thread (consumer) is responsible for the sending of these requests via MPI.  A mutex is used and the communication thread attempts to complete each request as soon as possible (i.e. there is no aggregation of data for optimization).  Finally, MuPC uses both flat broadcast and tree broadcast (where nodes are arranged in binary tree and messages are only send from parent to child).  Depending on the construct, one of these is used and this will be identified in the notes and observations section as appropriate.

Table 7.4 Michigan UPC Specific Factors

	Shared variable

	Declaration
	Execution, local access, overhead [OS]

	Pointer assignment
	Execution

	Atomic variable/array assignment
	Execution, local access, cache OR
Execution, small transfer

	upc_threadof, upc_resetphase, upc_addrfield, upc_affinitysize
	Execution

	Shared lock

	Shared lock declaration (upc_lock_t)
	Execution

	upc_global_lock_alloc
	Execution

	upc_all_lock_alloc
	Execution, synchronization, small transfer

	upc_lock, upc_unlock, upc_lock_attempt
	Owner: Execution, synchronization OR

Not owner: Execution, synchronization, small transfer

	upc_lock_free
	Owner: Execution OR

Not owner: Execution, small transfer

	Global address space

	upc_global_alloc
	Node 0: Execution, local access OR

Other: Execution, synchronization, small transfer

	upc_all_alloc, upc_free
	Execution, synchronization, small transfer

	upc_alloc, upc_local_alloc
	Execution, local access

	Environment

	MYTHREAD, THREADS
	Execution

	upc_strict / upc_strict.h

upc_relaxed / upc_relaxed.h
	N/A, MuPC supports strict only

	upc_global_exit
	Execution, small transfer

	Bulk memory transfer

	upc_memcpy
	Execution, local access, synchronization, small transfer (see item 10 in the notes and observations section for detail)

	upc_memget, upc_memput, upc_memset
	Execution, local access, cache OR

Execution, small transfer

	Synchronization

	upc_notify
	Execution, synchronization [notify time], cache

	upc_wait
	Execution, synchronization [wait time], cache

	upc_barrier
	Execution, synchronization, small transfer, cache

	upc_fence
	Execution, cache

	Other

	upc_forall
	Execution

	UPC_MAX_BLOCK_SIZE, upc_localsizeof, upc_blocksizeof, upc_elemsizeof
	Execution


Notes and observations:

1. Because of the two thread system, we need to be careful in deciding how to extract the needed communication event information.  Exactly how this should be done is beyond the scope of this report and will be cover in the PAT design.
2. Variable declaration is done by using struct _UPCRTS_shared_pointer that is use to store the address, phase, thread information regarding the shared variable.  The assignment is done either at compile time or at start of runtime and the value is stored on each of the nodes.  Because of this, assignment involving shared pointers involves only execution
3. For atomic variable/array (entire content not just the pointer) assignment, _UPCRTS_GetBytes function is used.  In this function, three scenarios may happen.  If the shared data resides on the local node or if the local node has a cached copy of a remote data (data with affinity to other node), memcpy is used.  Otherwise, a request is added to the send queue.
4. For upc_all_lock_alloc, upc_all_alloc and upc_free, a barrier is first used.  After the barrier, node 0 allocates the space for the lock/data while the other nodes wait in a loop for acknowledgement of this completion.  Finally, the tree broadcast is used at the end.
5. Lock requests are served by the communication thread to guarantee mutual exclusion.  Because of this, the program thread must wait for acknowledgement back from the communication thread even for node 0 (thus synchronization is required at all time).  This call also invalidates the cache.
6. For upc_unlock, the cache is first invalidated.  The flat broadcast is used by the calling node and waits for acknowledgements from all other nodes.  If the node is the owner, the process is done else a request is send to the owner node.

7. Implementation of upc_lock_attempt is the same as upc_lock except that the lock is not immediately granted but put to a request queue and the lock is not guarantee to be granted at the end.

8. Flat broadcast is used in upc_global_exit.

9. For upc_memget, upc_memput and upc_memset, memcpy or memset is used if the shared variable is owned by the calling node.  If not, data is broken down into multiple blocks (block size = largest MPI message allowed) and each is handled the same way as in _UPCRTS_GetBytes.

10. For upc_memcpy, cache is first invalidated.  Several scenarios can then happen.

A. Destination = source = calling thread: memcpy is used.

B. Destination = source but not the calling thread: A request is send to the appropriate node and the calling thread waits for reply.

C. If destination or source equals calling thread: upc_memget or upc_memput is used.
D. Destination, source and calling threads are all different: upc_memget + upc_memput.

11. For upc_notify, cache is first invalidated.  Flat broadcast is then used.

12. For upc_wait, cache is first invalidated.  The node then waits for the messages from all other nodes.  A timeout is used.

13. For upc_barrier, cache is first invalidated.  Node 0 gathers messages from all other nodes and then uses tree broadcast to all other nodes.  All other nodes first use tree broadcast, wait for reply and then again use the tree broadcast.
14. Because of the two thread implementation, upc_fence only involves the invalidation of cache.

15. In upc_forall, a for loop + affinity check for element scheme is used.

16. The various operations under other category are done at compile time.

7.4  SHMEM

Due to the licensing issue, each SHMEM implementation (all implementations are in the form of runtime library) includes a different set of functions that it supports.  Furthermore, most implementations do not provide a clear document to describe what is included in their implementation thus making the study impossible without access to the actual machine and library.  With limited access to machines and documentation, only the analysis of Quadric SHMEM and GPSHMEM implementations are included in this study.  Quadric SHMEM is analyzed based solely on the document it provides [7.2] while in GPSHMEM analysis, the actual library is looked at.
7.4.1 Quadric SHMEM
Abbreviations:

TYPE1 = double/float/int/long/short

TYPE2 = double/float/int/long/longdouble/longlong/short

TYPE3 = int/long/longlong/short

SIZE1 = 32/64/128

SIZE2 = 32/64/128/mem

Table 7.5 Quadric SHMEM Specific Factors

	Environmental setup

	start_pes, shmem_init, num_pes, my_pe
	Execution, system overhead [compiler, runtime]

	Shared variable declaration
	Local access

	Data transfer

	shmem_TYPE1_p, shmem_put, shmem_TYPE2_put, shmem_putSIZE2, shmem_iput, shmem_TYPE2_iput, shmem_iputSIZE1
	Execution, Bulk/small transfer

	shmem_TYPE1_g, shmem_get, shmem_TYPE2_get, shmem_getSIZE2, shmem_iget, shmem_TYPE2_iget, shmem_getSIZE1
	Execution, Bulk/small transfer

	Collective operations

	shmem_broadcast, shmem_broadcast32, shmem_broadcast64
	Execution, small transfer, synchronization

	shmem_collect, shmem_collect32, shmem_collect64, shmem_fcollect, shmem_fcollect32, shmem_fcollect64 
	Execution, small transfer, synchronization

	Synchronization

	shmem_barrier_all, shmem_barrier
	Execution, synchronization

	shmem_wait, shmem_TYPE3_wait, shmem_wait_until, shmem_TYPE3_wait_until
	Execution, synchronization [wait time]

	shmem_fence
	Execution, synchronization [wait time]

	shmem_quiet
	Execution, synchronization [wait time]

	Statistical operations

	shmem_TYPE3_and_to_all

shmem_TYPE2_max_to_all

shmem_TYPE2_min_to_all

shmem_TYPE3_or_to_all

shmem_TYPE2_prod_to_all

shmem_TYPE2_sum_to_all

shmem_TYPE3_xor_to_all
	Execution, small transfer, synchronization

	Atomic operations

	shmem_swap, shmem_TYPE2_swap, shmem_TYPE3_cswap, shmem_short_add, shmem_int_mswap, shmem_long_mswap, shmem_short_mswap, shmem_TYPE3_fadd, shmem_TYPE3_finc, shmem_short_inc
	Execution, synchronization

	Other

	shmem_clear_cache_inv

shmem_set_cache_inv

shmem_set_cache_line_inv

shmem_udcflush

shmem_udcflush_line
	Execution


Notes and observations:

1. Shared variable declaration is not really a part of the SHMEM specification as they are treated exactly as any other global variable.  However, it is important to track the activities surrounding these variables, thus it is included as part of the analysis.

2. It is assumed that all put and get operations are non-blocking in this analysis and is most likely the case for Quadrics SHMEM.
3. Depending on the actual implementation, broadcast operation might require a synchronization at the end to ensure the complete of operation.

4. For operations that only involve a subset of the members (for example, shmem_barrier), it should be noted that the factors needed to be tracked differently, maybe through an unique id.

5. For atomic operations, it is assumed that the transfer of small data is integrated as part of the synchronization process.  This is reasonable if atomicity is to achieved.

6. Since the constructs in the other category are for compatibility between system and it deals entirely with local cache, they should be omitted.

7.4.2 GPSHMEM

GPSHMEM uses MPI for collective operations and ARMCI for one-sided operations.

Abbreviations:

TYPE1 = double/float/int/long /longlong/short

TYPE2 = int/long/longlong/short

Table 7.6 GPSHMEM Specific Factors

	Environmental setup

	gpmype, gpnumpes, gpshmem_init, gpshmem_finalize
	Execution, system overhead [compiler, runtime]

	gpshfree, gpshmalloc
	Execution, local access

	Data transfer

	gpshmem_put32, gpshmem_putmem, gpshmem_put, gpshmem_iput32, gpshmem_iput, gpshmem_ixput32, gpshmem_ixput
	Execution, small transfer

	gpshmem_get32, gpshmem_getmem, gpshmem_get, gpshmem_iget32, gpshmem_iget, gpshmem_ixget32, gpshmem_ixget
	Execution, small transfer

	Collective operations

	gpshmem_broadcast32, gpshmem_broadcast32_st, gpshmem_broadcast, gpshmem_broadcast_st
	Execution, synchronization

	gpshmem_collect32, gpshmem_collect32_st, gpshmem_collect, gpshmem_collect_st, gpshmem_fcollect32, gpshmem_fcollect32_st, gpshmem_fcollect, gpshmem_fcollect_st
	Execution, small transfer, synchronization

	Synchronization

	gpbarrier, gpshmem_barrier_all, gpshmem_barrier, gpshmem_barrier_st
	Execution, synchronization

	gpshmem_fence, gpshmem_quiet
	Execution

	gpshmem_wait, gpshmem_wait_until, gpshmem_int_wait, gpshmem_int_wait_until, gpshmem_long_wait, gpshmem_long_wait_until
	Execution, synchronization [wait time]

	Statistical operations

	gpshmem_TYPE1_max_to_all

gpshmem_TYPE1_max_to_all_st

gpshmem_TYPE1_min_to_all

gpshmem_TYPE1_min_to_all_st

gpshmem_TYPE1_prod_to_all

gpshmem_TYPE1_prod_to_all_st

gpshmem_TYPE1_sum_to_all

gpshmem_TYPE1_sum_to_all_st

gpshmem_TYPE2_and_to_all

gpshmem_TYPE2_and_to_all_st

gpshmem_TYPE2_or_to_all

gpshmem_TYPE2_or_to_all_st

gpshmem_TYPE2_xor_to_all

gpshmem_TYPE2_xor_to_all_st
	Execution, small transfer, synchronization

	Atomic operations

	gpshmem_int_swap, gpshmem_long_swap, gpshmem_swap
	Execution, synchronization

	Other

	gpshmem_error, gpshmem_time, gpversion
	Execution


Notes and observations:
1. gpshfree and gpshmalloc is added to the GPSHMEM setup due to the need to initialize the variables under the ARMCI environment.  They correspond directly to the operations in ARMCI.

2. One sided put and get can be track by timing the corresponding ARMCI operations.
3. Because the collectives are done using MPI, they are blocking thus requiring synchronization.  As with previous analysis, the sending of broadcast information is not considered a small transfer but as part of the synchronization process.
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