APART bottleneck list

The following is a list of bottlenecks identified from the APART group.  It was taken from 

http://www.par.univie.ac.at/~tf/apart/bottlenecks/bottlenecks.html
and collected together to be easier to read.  Most of the stuff here is relatively useless.  However, the message-passing and shared-memory bottlenecks have “Proof” sections on the website, which give ways to measure them.  Most of the message-passing “proofs” specify which metrics to test against and use a fixed threshold to identify a bottleneck.  I have omitted those from this list in the interests of brevity.
The shared-memory bottlenecks are specified in an OpenMP-like language, and the message-passing bottlenecks are specified in an MPI-like language.  The HPF bottlenecks were missing most of the data aside from their name and category.
-Adam Leko
1 Shared-memory bottlenecks
1.1 Memory Hierarchy

	Name
	Description

	Cache misses
	A large number of 2nd-level cache misses occur in a program region.

parallel do
do i=1,n
   ...
enddo

	Cold misses due to context switch
	Cache misses occured since the cache is explicitely or implicitely flushed at a context switch.

	Conflicting references
	The misses are conflict misses that occur since multiple reference to different arrays access the same cache line. In the example, all the arrays start at the same page offset.

do i=1,n
  ...
  A(i)= B(i)+C(i)+D(i) ...
  ...
enddo

	False sharing on page level
	Remote accesses occur due to cache misses. Since multiple threads access the same page, the problem cannot be solved with a different page distribution.

// parallel computation
parallel do
do i=1,n
  ...
  A(i)= ...
  ...
enddo

	Wrong initial page placement
	All threads accessing an array in the analyzed parallel loop fetch the required data from a single processor. This happens because the allocation of memory is at the memory module of the processor who first touches the data. If the first access to the array is in a sequential loop or a read statement, all the data are physically allocated to a single memory module.

// Initialization
do i=1,n
  A(i)= ...
enddo

...

// parallel computation
parallel do
do i=1,n
  ...
  A(i)= ...
  ...
enddo

	Capacity misses caused by intermediate region
	The same array is accessed in subsequent program regions. Although the data could still remain in the cache they are evicted due to accesses in an intermediate region.
do i=1,n
  A(i)= ...
enddo

do i=1,n
  B(i)= ...
enddo

do i=1,n
  ...
  = A(i)
  ...
enddo

	Remote accesses
	Threads suffer a high number of remote memory accesses in a program region.

	Remote accesses to array
	Threads suffer a significant number of remote accesses due to references to a specific array in the program region.
parallel do
do i=1,n
  ...
  A(2*i+1)= ...
  ...     =A(2*i) ... 
enddo

	Too few iterations
	A parallel loop has less iterations than threads are available.
// parallel computation
parallel do
do i=1,4
  ...
  A(i)= ...
  ...
enddo

	Wrong page distribution
	Remote accesses occur due to cache misses. Pages are accessed by a single thread but are allocated to the wrong memory.


1.2 Synchronization
	Name
	Description

	Excessive number of synchronization
	Excessive synchronization time due to frequent synchronization.
parallel
  do i=1,n
    a(local(i))=...
    barrier
  enddo
end parallel

	Excessive synchronization
	Excessive synchronization time due to explicit synchronization constructs or implicit synchronization at parallel regions.
parallel sections
section
  ...
section
  ...
end parallel sections

or

parallel
  ...
  barrier
  ...
end parallel

	Load imbalance
	The synchronization time is different for the executing threads since the work assigned to the threads is not well balanced.
parallel 
  ...
  if (...) then
     call ...
  endif

  barrier
  ...
end parallel

	Unequal number of iterations
	The work distribution strategy assignes a different number of iterations to the threads. This leads to load imbalance.
parallel do schedule(static,256)
do i=1,257
  ...
enddo
end parallel do


1.3 Parallel organization

	Name
	Description

	Loop overhead
	The organization overhead for the parallel loop dominates its execution time. 
parallel do
do i=1,n
  A(i)= ...
enddo


2 Message-passing bottlenecks
2.1 Communication

	Name
	Description

	Communication of big messages.
	Extensive communication costs result from big messages.

	Dominating message passing call
	This bottleneck identifies the message passing call with the highest execution time.

	Excessive communication
	The execution time of that region is dominated by message passing.

	Excessive costs
	This bottleneck is the most general one. It identifies whether any performance problem exists in that region.

	Excessive number of calls
	The excessive execution time of the MPI call site s results from a high number of calls. The communication time per call is typical.

	Late sender
	The idle time for receive r is significant.

	Late receiver
	The idle time for send operation r is significant.

	Large number of processors
	The communication time for collective communication routines depends on the number of processors. If neither the data size nor the frequencies are responsible for the excessive communication time, the reason might be that a lot of processors are engaged.

	Uneven work distribution
	The amount of time spent in useful work is different in the processors.

	Uneven MP distribution
	The communication time for call site s is different in the processors.

	Slow slaves
	Master/slave application

s is the receive operation in the master for collecting results

The master is waiting for the slaves to finish.

	Load balancing at barrier
	The execution time for barrier s is different in the processors while the number of calls is equal.

	Performance critical communication
	This single MPI call has significant execution time

	Overloaded master
	The master in a master-slave type application is overloaded with distributing tasks and receiving answers. The slaves are waiting a long time either to send the result in the case of synchronous unbuffered communication or before receiving the next task. Region s is either the receive or the send operation in the slave.
do
// Receive task
call mpi_receive(...,master,...)

//compute task
...

// Send result
call mpi_send(..., master, ...)
until done

	Load balancing
	The communication time for a specific call site is different in the processors while the number of calls and the amount of data is equal. The processors with less execution time are late.


2.2 Synchronization
	Name
	Description

	Excessive barrier synchronization
	Excessive barrier synchronization 


2.3 I/O

	Name
	Description

	Excessive IO
	The execution time of r is dominated by time for IO.




3 High Performance Fortran

3.1 Parallel organization
	Name
	Description

	Excessive inspector overhead
	(None available)

	Compiler overhead
	(None available)


3.2 Synchronization
	Name
	Description

	FORALL loop synchronization
	(None available)


3.3 Exploitation of parallelism
	Name
	Description

	Loop seralization
	(None available)

	Uneven work distribution
	(None available)


3.4 Communication

	Name
	Description

	Ineffective data alignment
	(None available)

	Ineffective data distribution
	(None available)

	Remapping at procedure boundaries
	(None available)


